
Editor’s summary

Computational tools for medical decision support have been advancing over time,
mainly by serving as resources for limited applications. Machine learning tools for
autonomous interpretation of clinical cases have also been gradually improving
over time. Brodeur et al. pitted a large language model, the OpenAI o1 series, di-
rectly against hundreds of physicians at different levels of training and experience
on a variety of clinical cases ranging from published patient vignettes to evalua-
tions of brand-new emergency room patients, as well as on clinical tasks including
both diagnosis and planning of clinical management (see the Perspective by Hop-
kins and Cornelisse). Across a variety of scenarios and applications, the large lan-
guage model outperformed both human physicians and older models, suggesting
its potential utility for clinical care. —Yevgeniya Nusinovich

Abstract

More than 65 years ago, complex clinical diagnostic reasoning cases were intro-
duced as the gold standard for the evaluation of expert medical computing sys-
tems, a standard that has held ever since. In this study, we report the results of a
physician evaluation of a large language model (LLM) on challenging clinical cases
across five experiments with a baseline of hundreds of physicians. We then report
a real-world study comparing human expert and artificial intelligence (AI) second
opinions in randomly selected patients in the emergency room of a major tertiary
academic medical center. In all experiments, the LLM outperformed physician
baselines and displayed continued improvement from prior generations of AI clini-
cal decision support. Our study suggests that LLMs have eclipsed most benchmarks
of clinical reasoning, motivating the urgent need for prospective trials.
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Artificial intelligence (AI) diagnostic support tools have been studied since the 1950s,
after a landmark paper was published in Science by Ledley and Lusted (1), who advocat-
ed for case-based benchmarks as an evaluation standard, a standard that has held for
more than the past half century (2–8). In particular, the New England Journal of Medi-
cine (NEJM) clinicopathological case conference series has been seen as an aspirational
goal post, tested by every differential diagnosis generator spanning primitive Bayesian
systems, symbolic rules–based systems, and natural-language symptom checkers. Re-
cently, large language models (LLMs) have consistently outperformed older models on
these challenging cases, mirroring their performance in professional licensing exams,
mathematics questions, software engineering, and engineering problems (9–12).

However, recent studies of LLMs in medicine have focused on narrow diagnostic tasks
or on curated and constrained clinical vignettes (7, 13, 14). More importantly, most
studies of LLMs for diagnosis and management to date have lacked human physician
baselines. This was justifiable in previous generations of technology because of the
overall poor performance of prior computational models on benchmarks. Given rapid
improvement in LLMs and increasing “benchmark saturation,” it is necessary to estab-
lish human baselines and study clinically grounded tasks. Here, we comprehensively
evaluated the diagnostic and management reasoning capabilities of an advanced LLM
(OpenAI o1 series) across several diagnostic and management reasoning tasks with
baseline performance from hundreds of physicians. We further studied LLM second
opinions in a blinded fashion against an expert physician baseline on randomly select-
ed patients in a major academic tertiary care emergency department in Boston, Mass-
achusetts.

Results

Quality of differential diagnoses and testing plans on NEJM clinicopathological con-
ferences

We first evaluated o1-preview using the clinicopathologic conferences (CPCs) pub-
lished by the NEJM, a standard for the evaluation of differential generators since the
1950s (1). There was substantial agreement between the two physicians evaluating the
quality of o1-preview’s differential diagnosis [agreement on 120/143 cases (84%), in-
ter-rater reliability (κ) = 0.66]. o1-preview included the correct diagnosis in its differ-
ential in 78.3% of cases [95% confidence interval (CI), 70.7 to 84.8%] (Fig. 1). The first
diagnosis suggested was the correct diagnosis in 52% of cases (95% CI, 44 to 61%).
When expanding to also include potentially helpful or very close diagnoses, o1-pre-
view was accurate on 97.9% (95% CI, 94.0 to 99.6%) of cases (Fig. 2A). We did not find
evidence of a significant difference in performance before and after the pretraining
cutoff date for o1-preview (79.8% accuracy before, 73.5% accuracy after, P = 0.59; table
S1). In a subset of 101 cases from a prior study (8), o1-preview outperformed a human
physician baseline in both top-1 and top-10 accuracy (table S2). On 70 cases used to
evaluate GPT-4 in a prior study (7), o1-preview produced a response with the exact or a
very close diagnosis in 88.6% of cases, compared with 72.9% of cases by GPT-4 (P =
0.015; Fig. 2B). Overall, o1-preview and GPT-4 performed identically on 48/70 (68.6%)
of cases, o1-preview outperformed GPT-4 on 17/70 (24.3%) of cases, and GPT-4 outper-
formed o1-preview on 5/70 (7.1%) of cases (fig. S1).

We next evaluated the ability of o1-preview to select the next diagnostic test in the
NEJM CPCs for a subset of 136 cases. Two physicians scored the suggested test plan
produced by o1-preview [agreement on 113/130 cases (87%), κ = 0.26] with respect to
the actual management of the patient described in the CPC. The proportion of agree-
ments was high, but the κ was low as a result of severe class imbalance. In 87.5% of
cases, o1-preview selected the correct test to order; in another 11% of cases, the cho-
sen testing plan was judged by the two physicians to be helpful; and in 1.5% of cases, it
would have been unhelpful (Fig. 2C). Inference costs and examples of model outputs
are shown in tables S3 to S5.

Presentation of reasoning in NEJM Healer diagnostic cases

We used 20 clinical reasoning cases from the NEJM Healer curriculum (15) that were
also evaluated in a prior study using GPT-4 (16). NEJM Healer cases are virtual patient
encounters designed for the assessment of clinical reasoning (15). There was substan-
tial agreement of Revised-IDEA (R-IDEA) scores— a validated 10-point scale for evalu-
ating four core domains of documenting clinical reasoning (17)—between the two
physicians [agreement on 79/80 (99%) cases, κ = 0.89]. For 78/80 of the cases, o1-pre-
view achieved a perfect R-IDEA score, significantly outperforming GPT-4 (47/80, P <
0.0001), attending physicians (28/80, P < 0.0001), and resident physicians (16/72, P <
0.0001), as shown in Fig. 3A. We measured the proportion of “cannot-miss” diagnoses
identified by o1-preview during the initial triage presentation (Fig. 3B). The median
proportion of cannot-miss diagnoses included for o1-preview was 0.92 [interquartile
range (IQR) 0.62 to 1.0], although this was not significantly higher than GPT-4, attend-
ing physicians, or residents.

Grey Matters management cases

We used five clinical vignettes based on real cases from a previous study developed and
scored with consensus methods from 25 physician experts (18). Each clinical vignette
was presented to the model and was followed by a series of questions regarding next
steps in management. Two physicians scored responses by o1-preview for the five cas-
es, with substantial agreement (κ = 0.71). The median score for the o1-preview per case
was 89% (IQR 79 to 91%) (Fig. 4A), which compared favorably with GPT-4 (median
42%, IQR 33 to 52%), physicians with access to GPT-4 (median 41%, IQR 31 to 54%),
and physicians with conventional resources (median 34%, IQR 23 to 48%). Using the
mixed-effects model, o1-preview scored 41.0 percentage points higher than GPT-4
alone (95% CI, 28.7 to 53.4; P < 0.001), 41.9 percentage points higher than physicians
with GPT-4 (95% CI, 31.8 to 52.0; P < 0.001), and 48.4 percentage points higher than
physicians with conventional resources (95% CI, 38.3 to 58.5; P < 0.001).

Landmark diagnostic cases

We used six clinical vignettes from a previous study that compared GPT-4 to 50 gener-
alist physicians (19). The cases derive from a landmark study of computer-based diag-
nostic systems, containing the history of present illness, past medical history, physical
exam, and diagnostic studies (20). The cases have never been publicly released, specifi-
cally to protect evaluation validity against memorization. Two physicians scored re-
sponses by o1-preview to the six diagnostic reasoning cases, with moderate agreement
for total score (κ = 0.42). The median score for the o1-preview model per case was 97%
(IQR 95 to 100%) (Fig. 4B). This is compared with historical control data for which
GPT-4 scored 92% (IQR 82 to 97%), physicians with access to GPT-4 scored 76% (IQR
66 to 87%), and physicians with conventional resources scored a median of 74% (IQR
63 to 84%). Using the mixed-effects model, o1-preview performed comparably to GPT-
4 (4.4% higher, 95% CI, −19.0 to 27.7%; P = 0.7), physicians with GPT-4 (18.6% higher,
95% CI, −2.0 to 39.3%; P = 0.076), and physicians with conventional resources (20.2%
higher, 95% CI, −0.4 to 40.9%; P = 0.055).

Diagnostic probabilistic reasoning cases

We used five cases on primary care topics given to a nationally representative sample
of 553 medical practitioners (290 resident physicians, 202 attending physicians, and 61
nurse practitioners or physician assistants) tasked with estimating pretest and posttest
probabilities compared with scientific reference probabilities, which were derived from
an expert panel who used literature-based estimates to define the ground truth, as de-
tailed in a prior study (21). As shown in fig. S2 and table S6, o1-preview performed
similarly to GPT-4 in estimating pretest and posttest probabilities, with o1-preview
modestly outperforming GPT-4 overall. In general, clinicians display substantially
wider variability in estimates than both GPT-4 and o1-preview (fig. S2). Notably, o1-
preview substantially outperformed both GPT-4 and human clinicians estimating
posttest probabilities for the cardiac ischemia case.

Emergency room cases

We compared the ability of o1, 4o, and two attending physicians to provide differential
diagnoses across 76 cases from the Beth Israel Deaconess Medical Center, divided into
three clinically meaningful diagnostic touchpoints [initial emergency room (ER) triage,
ER physician, and admission to the medical floor or intensive care unit (ICU)]. Overall,
o1 outperformed both 4o and two expert attending physicians, as assessed by two oth-
er attending physicians who both were blinded to the source of the differential diagno-
sis (human or AI model) (Fig. 5 and fig. S3); however, both models displayed consider-
able uncertainty (fig. S4). The physician raters exhibited moderate agreement in quali-
ty scores [agreement on 496/911 (54%), κ = 0.51]. Blinding was successful: Physician
accuracy in guessing AI or human was 15.2% for one physician (83.6% “Can’t tell”) and
3.1% for the other (94.4% “Can’t tell”), as displayed in table S7. At each diagnostic
touchpoint, o1 either performed nominally better than or on par with the two attend-
ing physicians and 4o, with significant differences found at the first two touchpoints
(Fig. 5). Performance differences were especially pronounced at the first diagnostic
touchpoint (initial ER triage), where there is the least information available about the
patient and the most urgency to make the correct decision.

The o1 model identified the exact or very close diagnosis (Bond scores of 4 to 5) in
67.1% of cases during the initial ER triage, 72.4% during the ER physician encounter,
and 81.6% at admission to the medical floor or ICU—surpassing the two physicians
(55.3, 61.8, and 78.9% for Physician 1; 50.0, 52.6, and 69.7% for Physician 2) at each
stage.

Discussion

We systematically evaluated the medical reasoning abilities of an LLM across six di-
verse experiments, comparing the model with hundreds of expert physicians. Overall,
the model outperformed physicians across experiments, including in cases utilizing
real and unstructured clinical data taken directly from the health record in an emer-
gency department. These diagnostic touchpoints mirror the high-stakes decisions tak-
en in emergency medicine departments, where nurses and clinicians make time-sensi-
tive choices with limited information. Our results showed that humans, GPT-4o, and
o1 all improved their diagnostic abilities as more information was available; o1 out-
performed humans at multiple touchpoints, with the widest gap at initial ER triage,
where there is the least information available.

The rapid pace of improvement in LLMs has substantial implications for the science
and practice of clinical medicine. Although applying AI to assist with clinical decision
support is sometimes viewed as a high-risk endeavor (22, 23), greater use of these tools
might serve to mitigate the human and financial costs of diagnostic error, delay, and
lack of access (24, 25). Our findings suggest the urgent need for prospective trials to
evaluate these technologies in real-world patient care settings and for health care sys-
tems to prepare for investments for computing infrastructure and design for clinician-
AI interaction that can facilitate the safe integration of AI tools into patient-care
workflows. This includes the development of robust monitoring frameworks to oversee
the broader implementation of AI clinical decision support systems (22), monitoring
not just final diagnostic accuracy but other metrics crucial for successful deployment,
including safety, efficiency, and cost.

We emphasize that our study addresses only text-based performance for both humans
and machines; clinical medicine is multifaceted and awash with nontext inputs, in-
cluding auditory (such as the patient’s level of distress) and visual information (for ex-
ample, interpretation of medical imaging studies) that clinicians routinely use. Exist-
ing studies suggest that current foundation models are more limited in reasoning over
nontext inputs (26, 27); future work is needed to assess how humans and machines
may effectively collaborate (28) in use of nontext signals. This requires new bench-
marks, trials, and technological solutions to more faithfully measure clinical encoun-
ters. Existing investment in increasingly pervasive ambient AI scribes and other pas-
sive monitoring technologies holds promise to serve as the basis for such investiga-
tions. Such studies may help in further investigating an important limitation of exist-
ing benchmarks of medical AI, including several studied here, namely their reliance on
the careful work of clinicians to curate and “clean up” cases and on questions original-
ly developed for educational purposes, which may therefore overstate the performance
of AI models when using “messy” data available in more realistic clinical workflows
(13).

Our study has several limitations. First, whereas some of the experiments were origi-
nally performed with human-computer interaction, our current study reflects only
model performance and primarily focuses on the preview version of the o1 model,
which has since been supplanted by newer models (for example, OpenAI’s o3 model).
Although we expect performance to be sustained or improved with newer models (27,
29), further studies should be done to elucidate how performance varies across models
and to study how humans and LLMs may collaborate. Second, our study examined only
six aspects of clinical reasoning; researchers have identified dozens of other tasks that
could be studied that may have even more impact on actual clinical care (30). Third,
despite large numbers and varieties of cases included in our study, which were focused
on internal medicine and emergency medicine, it is not representative of broader med-
ical practice, which includes multiple specialties that require varying skill sets, such as
decisions related to surgery. Performance may vary according to diagnoses, patient
characteristics, or practice locations that were not interrogated in this study. Fourth,
although the results of our emergency department experiment have face validity, the
task we studied, namely providing a second opinion at predefined touchpoints, is best
thought of as a proof of concept. Decisions in the emergency department are often
centered around triage, disposition, and immediate management and not diagnostic
accuracy. Lastly, we did not always find robust improvements in o1 performance com-
pared with previous models, for example in the crucial cannot-miss diagnoses in the
NEJM Healer cases and in the landmark diagnostic cases.

Overall, our findings show that LLMs now demonstrate substantial performance in dif-
ferential diagnosis, diagnostic clinical reasoning, and management reasoning, and ex-
ceed both prior model generations and even human clinicians across multiple do-
mains. These same performance gains are seen in providing second opinions in real,
unstructured medical cases in the emergency department, where clinicians must act
quickly with limited and often missing information.

More than 65 years ago, Ledley and Lusted described the standard for evaluating the
diagnostic abilities of AI (1). The broad challenge they laid out of reasoning over com-
plex clinical case vignettes has guided the development and evaluation of computa-
tional systems for much of the past century. Our findings suggest that LLMs have now
eclipsed most benchmarks of clinical reasoning, motivating the urgent need for hu-
man-computer interaction studies and prospective clinical trials to rigorously assess
the potential of AI systems to improve clinical practice and patient outcomes.
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Fig. 1. Performance of differential diagnosis generators and LLMs on NEJM clinicopathologic confer-
ences (CPCs), 2012 to 2024.
Bar plot showing the accuracy of including the correct diagnosis in the differential for differential diagnosis
(DDx) generators and LLMs on the NEJM CPCs, sorted by year. Data for other LLMs or DDx generators were
obtained from the literature (materials and methods). The 95% CIs were computed with a one-sample bino-
mial test.

 OPEN IN VIEWER

Fig. 2. Quality of differential diagnosis and diagnostic test selection in NEJM clinicopathologic confer-
ences (CPCs).
(A) Histogram of o1-preview performance as measured by the Bond score on the complete set of 143 cas-
es from 2021 to 2024. (B) Comparison of o1-preview with a previous evaluation of GPT-4 in providing the
exact or very close diagnosis (Bond scores 4 to 5) on the same 70 cases. Bars are annotated with the accu-
racy of each model; 95% CIs were computed with a one-sample binomial test. The P value was computed
with McNemar’s test. (C) Performance of o1-preview in predicting the next diagnostic tests that should be
ordered. Performance was measured by two physicians using a Likert scale of “Unhelpful,” “Helpful,” and
“Exactly right.” We excluded seven cases from the total case set in which it did not make sense to ask for
the next test from the total case set (supplementary text 1C).

 OPEN IN VIEWER

Fig. 3. Comparison of o1-preview, GPT-4, and physicians for clinical diagnostic reasoning.
(A) Distribution of 312 R-IDEA scores stratified by respondents on 20 NEJM Healer cases. (B) Box plot of
the proportion of cannot-miss diagnoses included in differential diagnosis for the initial triage presentation.
The total sample size in this figure is 70, with 18 responses from attending physicians, GPT-4, and o1-pre-
view, and 16 responses from residents. Two cases were excluded because the cannot-miss diagnoses
could not be identified. ns, not significant.
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Fig. 4. Comparison of o1-preview, GPT-4, and physicians for management and diagnostic reasoning.
(A) Box plot of normalized management reasoning points by LLMs and physicians on Grey Matters Manage-
ment Cases. Five cases were included. We generated three o1-preview responses for each case. The prior
study collected five GPT-4 responses to each case, 178 completed cases from 46 physicians with access to
GPT-4, and 197 completed cases from 46 physicians with access to conventional resources. *P ≤ 0.05, **P
≤ 0.01, ***P ≤ 0.001, ****P ≤ 0.0001. (B) Box plot of normalized diagnostic reasoning points by LLMs and
physicians. Six diagnostic challenges were included. We generated one o1-preview response for each case.
The prior study collected three GPT-4 responses to all cases, 125 cases completed by 25 physicians with
access to GPT-4, and 119 cases completed by 25 physicians with access to conventional resources.

 OPEN IN VIEWER

Fig. 5. Blinded assessment of AI and human expert second opinions on real ER cases.
Bar plot comparing two internal medicine attending physicians, o1, and GPT-4o diagnostic performance on
76 clinical cases at three diagnostic touchpoints (triage in the ER, initial evaluation by a physician, and ad-
mission to the hospital or ICU). Differential diagnoses were capped at five diagnoses for all participants.
The source of the differential diagnosis was blinded and scored by two separate attending internal medi-
cine physicians using the Bond scale. The proportion of responses scored 4 or 5 are shown, indicating a
response that contains something exact or very close to the true diagnosis. P values were computed with a
mixed-effects logistic regression model (materials and methods). *P ≤ 0.05.
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